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Abstract 

The digital signal processor (DSP) industry has been 

growing steadily over the past few years due to strong 

demands for digital signal processors in a variety of 

applications.  Among these applications, wireless 

communication accounts for more than two-thirds of the 

DSP market today. 

The Selectable Mode Vocoder (SMV) is a third 

generation (3G) speech coding technology that provides 

significant capacity and quality improvements over the 

second generation. SMV is very complicated and its 

implementation requires much CPU time and memory 

space. It has therefore been a challenge to implement 

SMV efficiently on a DSP chip.  

We present in this paper a thorough analysis of 

loop behavior in SMV because DSP processors spend 

most of their time in loops. We also evaluate the impact 

of the behavior of the loops on instruction level 

parallelism. Our motivations are: 1.  to identify typical 

and frequently executed functions as potential new DSP 

benchmarks, and 2. to obtain information that might lead 

to the improvement on the designs of DSP optimizing 

compilers and architecture of DSP processors.   

We first developed our own profiling tool, which 

is capable of operating at both function and loop 

levels.  We also used static analysis in combination with 

dynamic measurement techniques to characterize the 

behavior of the loops.  

Based on the data collected from more than 

250 loops selected from the frequently executed functions 

of SMV, we present 1. basic data on the SMV program 

such as the number of weighted DSP operations, 2. the 

behavior of various loops such as the maximum and 

minimum numbers of loop iterations; loop types; number 

of exits from and number of conditional branches in loops; 

characteristics of the nested loops; and the distribution of 

various kinds of DSP operations in loops. All data are 

analyzed and discussed in the context of architecture of 

DSP processors and instruction level optimization 

approaches to DSP compilers. 

 

I. Introduction  

 

The Selectable Mode Vocoder (SMV) is a new speech 

coding technology that provides significant capacity and 

quality improvements on CDMA2000 systems [Ahm03, 

Cha03, Cdg03, CDMA]. A speech coder compresses 

the speech signals into digital code and vice versa. 

The international standards body, 3GPP2 [3Gpp2], 

recently completed the development of the SMV 

algorithm and released it for implementation. 

The advanced technology utilized in SMV will allow 

CDMA subscribers to enjoy superior quality while 

allowing service providers to increase capacity as needed. 

SMV's advances come from improvements in speech 

encoding technology. SMV also implements an algorithm 

that continually chooses optimal encoding rates based on 

the characteristics of the input speech to ensure that the 

sound quality remains high. This feature provides the 

SMV speech coder with a significant advantage on speech 

quality.  SMV coder was evaluated recently using 

listening tests conducted at an independent lab. The 

results show clearly that SMV delivers very good quality, 

even when using lower encoding rates. This is significant 

in that lower coding rates result in greater capacity on the 

network.  

Furthermore, SMV offers CDMA carriers the flexibility 

to tradeoff small quality losses for large system capacity 

gains. By lowering the encoding rate on SMV, wireless 

operators may gain up to 75% increase in system capacity 

with voice quality comparable to that of current CDMA 

coders. Wireless operators may also provide 

improvements in voice quality by using data rates similar 

to those used for current CDMA speech coders. The 

operation mode of SMV can be controlled on a static or 

dynamic basis, allowing carriers further flexibility  in 

service at peak-load times. 

However, all the above advantages are achieved at the 

cost of its time and space complexity of the SMV 
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algorithm, and its implementation takes  much CPU time 

and memory space. It has been a challenge to efficiently 

implement SMV onto a DSP chip. As a result, how to 

design a DSP chip or select a cost-effective commercially 

available DSP to run the SMV algorithm is an interesting 

and challenging problem. 
 

This paper presents an analysis of loop behavior in SMV 

and its impact on instruction level parallelism. Our 

motivations are as follows: 1. based on this analysis select 

most frequently executed and typical functions as kernels 

to make a new DSP benchmark program; 2. this analysis 

will lead to improvements on DSP compiler design and 

suggests an efficient DSP architecture for SMV. 

 

II. Methodology. 

 

1. Profiling tool 

Profiling has been used to improve compiler and 

computer architecture for many years [Wall91, Su96, 

Jin98, Smi00, Fer02, Cod03]. Although gprof [Gra82] of 

UNIX is a popular profiling tool, it is not suitable for our 

study because all DSP operations are simulated by many 

built-in functions when SMV runs on general-purpose 

computers. It takes more machine cycles to execute these 

DSP operations on general-purpose computers than it 

would on real DSP machines or their simulators. In fact, 

most DSP operations execute in one cycle on real DSP 

machine but would require multiple cycles to complete on 

general-purpose computers.  Therefore the result of gprof 

does not reflect the profile of programs running on real 

DSP processors. Additionally, gprof works at function 

level only; it can not be used at the loop level.  

 

To solve this profiling problem, we created some new 

functions and extended the capabilities of some existing 

functions in the SMV library. We collectively call these 

functions the WMOP tool, where WMOP, a term defined 

in the original SMV document, stands for Weighted 

Millions of OPerations. The WMOP tool operates at the 

block level and can thus be used to gather statistics on 

nested function calls and on nested loops within these 

functions. It can also be used to measure the worst case, 

the maximum and minimum iterations, and the net 

WMOP value of a function. Using the WMOP tool, we 

investigated the behavior of more than 250 loops in nearly 

100 functions.  

 

2. Data collection. 

We use SMV v3.5fx as our target, which consists of two 

main parts: the Decoder and the Encoder.  Using a sample 

audio data file, we first test the correctness of both parts. 

We focus our study on the Encoder part only, because 

both parts have similar functions and in terms of WMOPs, 

most SMV activities occur in the Encoder. As listed in 

Table 1, the Encoder accounts for 86% of the WMOPs 

while the Decoder accounts for only 14%.  
 

Table 1   WMOPs of Decoder and Encoder 
 

 WMOPs percentage 

Encoder 7656 86% 

Decoder 1216 14% 

 

In the SMV Encoder source code, there are a total of 

about 300 functions. However, not all these functions are 

significant in terms of WMOPs, so we ran the WMOP 

tool to determine the number of WMOPs of these 

functions. Figure 1 shows the total WMOPs in a 

decreasing order of these functions.  Using a threshold 50 

WMOPs we selected 46 functions with the highest 

number of WMOPs as the focus of our study. Note that 

the 46 functions thus selected accounts for about 87% of 

the total number of WMOPs of the entire Encoder part of 

the SMV program.  

 

There are 250 loops in those 46 functions. We categorize 

these loop into non-complex and complex groups. A non-

complex loop contains no function calls except those that 

simulate DSP operations only. Our study focuses on non-

complex loops because 1. the total number of  WMOPs of 

complex loops is small, and 2. the complex loops are 

complicated due to function calls and are therefore 

difficult to be optimized. 

 

I II . Basic data of SMV Encoder 

 

Table 2 presents some basic data for the Encoder. As 

mentioned before, we have selected 46 functions from the 

source code of the Encoder. As shown in Figure 2, the 

total number of WMOPs of these 46 functions represents 

87% of the entire Encoder. Among these 46 functions, 

there are 250 loops of which 219 are non-complex type 

defined in the previous section. These non-complex loops 

account for 80% of the total WMOPs of the selected 46 

functions and nearly 70% of the entire Encoder, as shown 

in Figure 3. From these statistics, it is noted that a DSP 

processor spends nearly 70% of its time executing the 

loop instructions.  

 

Table 2  Functions and loops studied in Encoder 
 

 Number WMOPs 

Functions in Encoder 303 7656 

Function studied 46 6680 

Loop studied 250 / 

Non-complex loops 219 5323 

Innermost loops 181 4253 

 

The total number of innermost loops in non-complex 

loops is 181, and their total number of WMOPs is 80 % of 

that of the non-complex loops as shown in Table 2 and 



Figure 4. Since innermost loops take large portion of the 

execution time, they impact the optimization process of 

compiler design as well as the design of DSP architecture. 

It is noted in Figure 5 that some innermost loops have 

large numbers of WMOPs, which is an important factor in 

choosing kernel programs for establishing benchmark for 

DSP processors. 
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Figure 2  WMOPs of Functions Studied 
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Figure 3   WMOPs of Non-Complex Loops 
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Figure 4    WMOPs of  Innermost Loops 

 
 

Table 3  Types of innermost loops 
 

Loop type number of loops total WMOPs 

for 174 4187 

while 7 66 

 

IV. Loop Behaviors 
 

1. Types of innermost loops 

There are two types of innermost loops, the for-loop and 

the while-loop. Table 3 shows that 96% of the loops are 

for-loop type; while-loops accounts for about 4%. It 

means that the number of iterations is mostly static, which 

is convenient for software pipelining optimization and the 

size of software-pipelined code will be compact. 
 

2. Extra exits 

Table 4 shows that most loops have one exit only; very 

few loops have one extra exits. It can also simplify 

software pipelining. 
 

Table 4   Extra exits in innermost loops 
 

No. of 

extra exits No. of loops Total WMOPs 

0 175 4164 

1 6 89 

 

3. Maximum and minimum iterations 

We measure both maximum and minimum numbers of 

iterations of the innermost loops because if the number of 

iterations is too small the software pipelining technique is 

not beneficial. Table 5 shows that 25% innermost loopsô 

Maximum iterations are too small to be good candidates 

for efficient software-pipelining. Fortunately the total 

number of WMOPs of these innermost loops is relatively 

very small, suggesting that the majority of the innermost 

loops can be efficiently software-pipelined. However, it is 

observed that around 20% of the innermost loops have 

small minimum number of iterations. Comparing it with 

only 6% innermost loops with small minimum number of  

iterations in regular DSP kernels [Su99], the software-

pipelined code in SMV will be more complicated. 
 

Table 5 maximum and minimum iterations in loops 
 

max min 
Number 

of loops 

total 

WMOPs 

<= 4 / 45 193 

> 4 <= 4 36 1127 

> 4 >4 100 2934 
 

4. Conditional branches 

Table 6 shows that 52% of the innermost loops contains 

no conditional branch. In the rest 48% of the innermost 

loops, both the number and the depth of nested 

conditional branches are not very big, suggesting that 

there is no need to use large number of registers for  the 

conditional code. Only one special innermost loop has 

deeply nested conditional branches; however its WMOPs 

is small. 
 

5. Nested loops 

Figure 6 shows that there are 40 loops whose WMOPs is 

larger than 10. We find that nested loops have more 

WMOPs than single loops, and the nested loops account 

for three quarters of total WMOPs even when the number 



of nested loops is almost same as that of single loops. 

Table 7 presents further analysis of the nested loops, 

which are categorized into four types. For type 1, there  

are no instructions between the outer and inner loops, 

therefore the loop interchange technique can be used to 

select better optimization. For type 2, there are certain 

instructions in between the nested loops that make 

optimization more complicated. For type 3, the inner loop 

is short, and we can apply software pipelining on first the 

inner loop and then the outer. Type 4 refers to nested 

loops that do not meet any of the above definitions. In 

general, for type 4 nested loops, it is very difficult to 

optimize the outer loops and what one can do is to 

schedule the outer loop  with only the innermost loop 

software-pipelined. 
 

Table 6 Conditional branches in loops 
 

Nested 

levels 

of 

branch 

No. of 

conditional. 

branches in 

loop 

Number 

of loops 

total 

WMOPs 

0 0 130 2683 

1 

 

1 24 408 

2 4 304 

3 3 557 

2 
1 5 164 

2 3 1005 

4 1 1 56 

 

 

Table 7  Categories of nested loops 
 

Type 

Statements 

between outer 

and inner 

loops 

Length of 

inner loop 

% of 

Loops 

% of 

WMOPs 

1 0 / 19% 20% 

2 <3 / 24% 12% 

3 >3 

much less 

than outer 

loop 
22% 36% 

4 >3 

not much 

less than 

outer loop 
35% 33% 

 

V. DSP operations in innermost loop 

 

How to design a custom-fit processor is an important 

issue. One popular method is to conduct exhaustive 

experiments on an architecture model with variable 

function units [Fis96], but it requires expensive 

retargetable compiler and simulator. We adopted a  

technique [Su99] that combines the dynamic profiling 

result with static data gathered from the innermost loops 

that consume the largest amount of execution time. Figure 

7 shows the distribution of DSP operations in the 181 

innermost loops. Figure 8 shows the requirement of 

function units. We find that the 3 and 5 ALU units can fit 

80% and 90% loops, respectively. We also find that 1 or 2 

Multiplier units can fit 80% or 90% loops. In order to fit 

the same percentages of loops, we need 4 to 6 memory 

ports.  
 

Table 8  Average DSP Operations  

in Innermost Loops 
 

  ALU Mult 

Memory 

port 

Average Ops 2 1 3 

Weighted average Ops 1 1 3 

 

We can use the average number of DSP operations in the 

innermost loops to estimate the resource requirements of   

a balanced DSP architecture. We can also use the 

weighted average number of DSP operations, which 

reflects the WMOPs of the innermost loop as shown in 

Table 8, for the same purpose. Both average numbers 

suggest that a more balanced DSP architecture should 

have more memory ports but not too many multiplier 

units. 

 

VI . Conclusions 

 

Some conclusions can be reached from our study on SMV 

as described below: 

1. Loops take 70% of the execution time of the whole 

SMV encoder and decoder, therefore loop 

optimization is very important in DSP compiler. 

2. Software pipelining is suitable for exploiting the 

instruction level parallelism for SMV, because almost 

all loops belong to the for-type and are without extra 

exits from their innermost loop bodies. Although 

25% of innermost loops have too few maximum trip 

counts and are not worthy candidates for software 

pipelining, these loops are relatively insignificant 

because they represent less than 5% of the total 

WMOPs. 

3. The total WMOPs of nested loops are 3 times more 

than that of single-level loops, therefore DSP 

compilers should focus more on their optimization. 

4. A better balanced DSP architecture should have more 

memory ports and there is no need for too many 

multiplier units. 
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Figure 1   WMOPs Distribution of Functions Studied 
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Figure 5    WMOPs distribution of innermost loops 
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Figure 6  Nested and single-level loops in Encoder  
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Figure 7   DSP operations in innermost loops 
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Figure 8  Requirement for Function Units 


